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Abstract 

ChatGPT, Gemini, CoPilot are just some among the most talked-about examples of large generative AI 
models whose functioning relies on algorithms trained by means of large amounts of data. Acknowledging 
that such data may also include “information relating to an identified or identifiable natural person”, AI 
developers should then address the issue of the compliance of such models with personal data protection 
legislation. In this regard, this article seeks to identify, from an accountability perspective, the most 
appropriate legal basis for the collection and processing of personal data for AI training purposes. 
Specifically, after noting that - except in very limited cases - the choice should narrow between the prior 
consent of data subjects and a legitimate interest pursued by the controller or a third party, the article will 
first explore the pitfalls of a consent-only approach which indeed risks making data processing extremely 
burdensome for controllers. Next, the article will deal with the possibility of recognising and accepting 
legitimate interest as an appropriate legal basis for the pursuit of algorithm training purposes, through the 
implementation of sophisticated mitigation measures that can make the use of this basis as safe as possible 
for data subjects. Finally, assuming that legitimate interest can be used as a legal basis for algorithm training 
purposes, the article suggests overcoming the separation between the AI model development and 
deployment stages in order to choose the most appropriate legal basis between consent and legitimate 
interest. 
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appropriate legal basis for AI model training purposes? - 2.4 Implementing sophisticated mitigation 
measures: a key condition for making legitimate interest a viable legal basis - 3 Conclusion: development 
and deployment, two stages of processing with a single common purpose 

1 Introduction: data as the main source for training the AI models’ 
algorithms 

Artificial intelligence, just like any other form of intelligence, needs to be nurtured, 
fed, or – more properly – trained. 

Building, and especially training, powerful, accurate and high-quality algorithms, i.e., 
capable of responding correctly to a wide variety of inputs received from the user, requires 
a large amount of data1, which indeed constitutes nowadays the fuel – or, as it has been 
repeatedly stated, “the new gold”2 – necessary for the successful development of AI 
models. A few examples of such data-driven frameworks can be found, inter alia, in the 
GPT-3 model3, which was trained using 570 gigabytes of text data, corresponding to about 
300 billion words4, or in the algorithm underlying most image generation AI apps, such as 
DALL-E, Lensa and Midjourney, which was trained by means of the LIAON-5B dataset, 
consisting of 5.8 billion image-text pairs5. From a purely technical standpoint, the training 
of an AI model involves the following steps: 
I.  data mapping and selection: at this stage the data is collected and cleaned by taking 

out information that is irrelevant or may otherwise lead the machine to mistakes (e.g., 
due to its low quality). The data thus selected are then usually divided into two groups: 
a training dataset and a test dataset; 

II. model creation: at a second stage, an AI model capable of adapting to the previously 
selected data is created – or otherwise chosen, if an existing model is opted for; 

III. model training: the model is then “trained” using the training dataset. Notably, during 
this process, the model tries to optimise its parameters to make predictions that are as 
accurate as possible; 

IV. model evaluation and fine tuning: after the first training phase, the AI model is tested 
by means of the test dataset to evaluate its performance. The use of the test dataset 
allows the model’s performance to be evaluated in an “unknown” context, i.e., with 
data that was not used during the training, thus allowing it to test how well the model 

 
1 Iman H Sarker, ‘Machine Learning: Algorithms, Real-World Applications and Research Directions’ (2021) 2 SN Computer 
Science 160. 
2 Neelie Kroes, ‘Data is the New Gold’ (Press Conference on Open Data Strategy, Speech/11/872, 2011). 
3 Luciano Floridi and Massimo Chiriatti, ‘GPT-3: Its Nature, Scope, Limits, and Consequences’ (2020) 30 Minds and 
Machines 681. 
4 Irene Solaiman and Christy Dennison, ‘Process for Adapting Language Models to Society (PALMS) with Values-Targeted 
Datasets’ <https://openai.com/research/improving-language-model-behavior> accessed 30 July 2025.  
Brown T B and others, ‘Language Models Are Few-Shot Learners’ [2020] ArXiv 
<https://arxiv.org/abs/2005.1416>accessed 30 July 2025. 
5 Beaumont R, ‘Laion-5B: A New Era of Open Large-Scale Multi-Modal Datasets’ (Large-scale Artificial Intelligence Open 
Network (LAION), 2022). 
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is able to implement what it has learned from new data and providing indications on 
how it might behave in a real-world environment. If performance is not satisfactory, 
the model can be further trained or adjusted; 

V. model release: finally, once the AI model has reached an acceptable level of 
performance, it is definitely rolled out. 
It is therefore clear that where algorithms are trained through an insufficient amount 

of data, they will deliver inaccurate outputs6. However, data availability alone is not 
sufficient: data quality is equally crucial, since low quality data, such as unverified public 
data or fuzzy photographs – although certainly easier to find and collect – is in fact not 
suitable for ensuring high-performing AI models7. In this sense, the European AI Act8 itself 
expressly recognises that “if the AI system is not trained with high-quality data, [...], it 
may single out people in a discriminatory or otherwise incorrect or unjust manner”9 and 
“access to high-quality data plays a vital role in providing structure and in ensuring the 
performance of many AI systems, especially when techniques involving the training of 
models are used, with a view to ensure that the high-risk AI system performs as intended 
and safely and it does not become a source of discrimination prohibited by Union law”10. 

On the other hand, the use of “good” and verified information still does not exempt AI 
models from errors, and in particular from biases that, being inherent to society, may be 
embedded in AI ingested data (e.g., opinions on race, gender, biological sex, age, or 
culture) and, as such, potentially replicated by artificial intelligence models. More 
specifically, the reference is to the case in which a certain model, by analysing the data 
made available to it, learns - and consequently reproduces - discriminatory behaviours 
against certain groups of people. Such biases carry with them not only ethical issues (as 
in the case of the “Tay” chatbot, which was programmed in 2016 by Microsoft to allow 
automatic interaction on Twitter and has been taken down following racist responses11), 
but also the risk of social implications (such as the “COMPAS” algorithm - Correctional 
Offender Management Profiling for Alternative Sanctions - used in U.S. court systems to 
predict the likelihood of a defendant becoming a recidivist, which incorrectly predicted a 
higher risk for black defendants than white ones12). To avoid wrong or biased output, some 

 
6 European Parliamentary Research Service, ‘The Impact of the General Data Protection Regulation (GDPR) on Artificial 
Intelligence’ (Scientific Foresight Unit 2020) 16. 
7 Sedir Mohammed and others, ‘The Effects of Data Quality on Machine Learning Performance on Tabular Data’ (2025) 
132 Information Systems 1. 
8 Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down harmonised 
rules on artificial intelligence (AI Act). 
9 Recital no 59 of Regulation (EU) 2024/1689.  
10 Recital no 67 of Regulation (EU) 2024/1689. 
11 Peter Lee, ‘Learning from Tay’s Introduction’ (Office Microsoft Blog, 25 March 2016) 
<https://blogs.microsoft.com/blog/2016/03/25/learning-tays-introduction/> accessed 30 July 2025.  
12 Julia Angwin, Jeff Larson, Surya Mattu and Lauren Kirchner, ‘Machine Bias’ (ProPublica, 23 May 2016) 
<https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing> accessed 30 July 2025.  

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
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AI developers (including OpenAI13 and Google14) then rely on the so-called “reinforcement 
learning with human feedback” (RLHF) method, which is a machine learning technique 
that incorporates human feedback within ML models so that they can learn more 
efficiently and perform tasks more closely aligned with human goals and needs15. In this 
regard, it would, for instance, be arduous (if not outright impossible) for an algorithmic 
system to define abstract notions such as “fun”, hence, in order for the machine to learn 
such concepts, it is aided by some human feedback to guide its interpretation. Such a 
learning technique, however, also brings with it some critical issues since, on the one 
hand, humans themselves, more often than not, do not agree on what the general and 
unquestionable interpretation of an abstract concept should be, and on the other hand, 
the inclusion of external human feedback exposes the machine to human errors (whether 
in good or bad faith), which are not rare. Nevertheless, such a function is what has 
allowed, among others, OpenAI to work properly and avoid repeating the mistakes made 
by the aforementioned “Tay” model16. 

As a result of the foregoing, although human intervention continues to be crucial for its 
proper development and training, it is blatant that AI without data remains an empty box 
incapable of effective use. Once acknowledged the importance of data for AI development 
and accepted that the data used for AI models’ training may also include “information 
relating to an identified or identifiable natural person”17, each AI developer (rectius, 
data controller) should then address the issue of the compliance of such models with 
personal data protection legislation, and, in particular - for the purposes of this article - 
of the choice of the most appropriate legal basis for such data processing. 

2 What is the most appropriate legal basis for training AI models? 

2.1 The choice of a lawful legal basis under the GDPR 

In determining the most appropriate legal basis for AI training purposes and setting 
aside any, and certainly more complex, processing of information belonging to special 

 
13 Long Ouyang and others, ‘Training Language Models to Follow Instructions with Human Feedback’ [2022] ArXiv 
<https://arxiv.org/abs/2203.02155> accessed 15 September 2025; OpenAI, ‘Aligning Language Models to Follow 
Instructions’ [2022] <https://openai.com/research/instruction-following>accessed 30 July 2025. 
14 James Manyika and Sissie Hsiao, ‘An Overview of Bard: An Early Experiment with Generative AI’ [2023] Scientific 
Research <https://ai.google/static/documents/google-about-bard.pdf>accessed 30 July 2025. 
15 Paul Christiano and others, ‘Deep Reinforcement Learning from Human Preferences’ [2023] ArXiv 
<https://arxiv.org/abs/1706.03741> accessed 15 September 2025; Harrison Lee and others, ‘RLAIF: Scaling 
Reinforcement Learning from Human Feedback with AI Feedback’ [2023] ArXiv <https://arxiv.org/abs/2309.00267> 
accessed 15 September 2025. 
16 OpenAI, ‘Learning from Human Preferences’ [2017] <https://openai.com/research/learning-from-human-
preferences> accessed 30 July 2025. 
17 Article 4(1) of Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free movement of such data, 
and repealing Directive 95/46/EC (GDPR). 

https://openai.com/research/instruction-following
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categories of personal data18 (i.e., “sensitive data”, such as data revealing racial or ethnic 
origin, political opinions, religious or philosophical beliefs) or relating to criminal 
convictions and offences19, there is no reason to exclude a priori the applicability of any 
of the legal bases provided by Art. 6 of the GDPR. More specifically, such processing shall 
indeed be lawful if and to the extent that one of the following conditions applies: 
I. the data subject has given consent to the processing of his or her personal data: 

although there is no hierarchy among legal bases20, consent is often implicitly regarded 
as the legal ground that offers the highest level of protection for the rights and 
freedoms of data subjects - even in the context of AI training - as it provides individuals 
with greater control over their personal data, provided that the conditions for valid 
consent are met (i.e. consent is freely given and complies with all other requirements 
of the GDPR21); 

II. processing is necessary for the performance of a contract to which the data subject is 
party or in order to take steps at the request of the data subject prior to entering into 
a contract: this legal basis applies when processing with the aid of an AI system is 
strictly necessary to provide a contractual service to the data subject, or to take actions 
prior to entering into a contract at the data subject’s request. In this regard, the French 
Data Protection Authority has, for instance, expressly given the example of a controller 
who asks professional actors to perform certain scenes and to collect specific images 
for the purpose of training an AI system: if the purpose of the contract entered into is 
to collect images in order to constitute a dataset for  training the algorithms, then it 
can be considered, subject to the specific features of the data processing, to be 
necessary for the performance of that contract22. However, some concerns about the 
applicability of this legal basis arise with regard to the provision of services to an 
indeterminate number of users (e.g., the provision of an online service). In such 
contexts, according to the latest binding decisions of the European Data Protection 
Board23, an AI system can indeed perform properly without being trained on the 
personal data of a single individual who signs up or otherwise just uses a certain service 
(since AI models are typically built using very large datasets), with the consequence 

 
18 Article 9 of Regulation (EU) 679/2016. 
19 Article 10 of Regulation (EU) 679/2016. 
20 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data under Article 6(1)(f) GDPR’, 
Version 1.0, adopted 8 October 2024, para 1. 
21 Article 4(11) and 7 of Regulation (EU) 679/2016.  
Also, European Data Protection Board (EDPB), ‘Guidelines 05/2020 on Consent under Regulation (EU) 2016/679’, adopted 
4 May 2020. 
22 Commission Nationale de l'Informatique et des Libertés (CNIL), ‘Ensuring the Lawfulness of the Data Processing’ 
<https://www.cnil.fr/en/ensuring-lawfulness-data-
processing#:~:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data> accessed 30 
July 2025.  
23 European Data Protection Board (EDPB), ‘Urgent Binding Decision 01/2023 Requested by the Norwegian SA for the 
Ordering of Final Measures Regarding Meta Platforms Ireland Ltd (Art 66(2) GDPR)’ 7 December 2023.  
Data Protection Commission (DPC), ‘Meta Platforms Ireland Limited (Facebook Service) – Decision on Inquiry IN‑18‑5‑5’ 
(Redacted) (31 December 2022). 

https://www.cnil.fr/en/ensuring-lawfulness-data-processing#:%7E:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data
https://www.cnil.fr/en/ensuring-lawfulness-data-processing#:%7E:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data
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that the inclusion or non-inclusion of that individual’s data in the training dataset has 
a negligible effect on the performance of the entire system, hence contract 
performance cannot be considered a lawful legal basis for that purpose. The above has 
been confirmed by the French Data Protection Authority which held that an operator of 
an online social network that indicates in its general terms and conditions its intention 
to reuse users’ personal data to develop and improve new products (including the 
purpose of AI systems training), even if useful for those users, cannot actually rely on 
the legal basis of contract performance, since such processing is not objectively 
necessary to offer the online social network service to users24; 

III. processing is necessary for compliance with a legal obligation to which the controller 
is subject: in some cases, a data controller may be required to process personal data 
(including for the purpose of AI models training) in order to comply with a legal 
obligation to which it is subject, provided that it demonstrates that it is actually bound 
by a legal obligation and that such processing is necessary for the fulfillment of that 
obligation25; 

IV. processing is necessary in order to protect the vital interests of the data subject or of 
another natural person: in a very limited number of cases, the processing of data might 
be necessary for the protection of individuals’ vital interests (e.g., for emergency 
medical diagnosis of patients otherwise unable to provide consent). However, it is quite 
challenging for a data controller to demonstrate that the development and training of 
AI models was carried out for the protection of data subjects’ vital interests. This legal 
basis should in fact be interpreted narrowly: the expression “vital interest” appears to 
restrict the scope of application to situations involving life-threatening circumstances 
or, at the very least, a serious and imminent threat to the health of the data subject 
or of a third party26. In any case, prior to relying on this legal basis, an attempt to 
obtain consent should be made27; 

V. processing is necessary for the performance of a task carried out in the public interest 
or in the exercise of official authority vested in the controller: the existence of a public 
interest on which AI model training can be based should be expressly provided for by 
the law of the European Union or of each Member State. However, when determining 
the existence of a public interest, the legislator, in most cases, merely recognizes that 
interest without specifying in detail all the specific data processing activities (such as, 
AI models training activities) that are authorized. In this sense, the  Directive (EU) 

 
24 Court of Justice of the European Union (CJEU), Judgment of 4 July 2023, Case C-252/21, Meta Platforms Inc v 
Bundeskartellamt (ECLI:EU:C:2023:537). 
25 Information Commissioner’s Office (ICO), ‘How Do We Ensure Lawfulness in AI?’ <https://ico.org.uk/for-
organisations/uk-gdpr-guidance-and-resources/artificial-intelligence/guidance-on-ai-and-data-protection/how-do-we-
ensure-lawfulness-in-ai/#:~:text=You%20must%20break%20down%20and,with%20the%20principle%20of%20lawfulness> 
accessed 30 July 2025. 
26 Article 29 Data Protection Working Party, Opinion 06/2014 on the Notion of Legitimate Interests of the Data 
Controller under Article 7 of Directive 95/46/EC (WP 217, adopted 9 April 2014) 20.    
27 Luca Bolognini and Enrico Pelino, Codice della disciplina privacy (2ª edizione, Giuffrè 2024) 92.  

https://ico.org.uk/for-organisations/uk-gdpr-guidance-and-resources/artificial-intelligence/guidance-on-ai-and-data-protection/how-do-we-ensure-lawfulness-in-ai/#:%7E:text=You%20must%20break%20down%20and,with%20the%20principle%20of%20lawfulness
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2015/849 on the prevention of the use of the financial system for the purposes of money 
laundering or terrorist financing, for example, admits that “the processing of personal 
data on the basis of this Directive for the purposes of the prevention of money 
laundering and terrorist financing [...] shall be considered to be a matter of public 
interest”28, without providing further details on the manner in which such processing 
should be carried out. It will therefore be up to the data controller to define the 
methods of data processing and demonstrate that the development and training of AI 
models, as carried out, are actually necessary for the pursuit of the public interest 
identified by law; 

VI. processing is necessary for the purposes of the legitimate interests pursued by the 
controller or by a third party: the training of AI models could also be carried out on 
the basis of a legitimate interest of the controller or a third party, except where such 
interest is overridden by the interests or fundamental rights and freedoms of the data 
subject which require protection of personal data, in particular where the data subject 
is a child. However, the uncertainty in the use of such a legal basis lies in the difficulty 
for data controllers to demonstrate that their - or a third party’s - legitimate interest 
in training an AI model actually overrides, through a balancing test, any data subjects’ 
interests.  

Without prejudice to the applicability (a priori) of all the above legal bases, the foregoing 
shows that, outside of specific and limited cases (e.g., when there is a legal obligation or 
public interest), the choice between the legal bases that can actually be used narrows in 
most cases between the prior consent of data subjects and a legitimate interest pursued 
by the controller or a third party. This conclusion was also reached by the Italian Data 
Protection Authority in the context of the an enforcement action against OpenAI29 by 
ordering – among other corrective measures – to change “the legal basis of the processing 
of users’ personal data for the purpose of algorithmic training, by removing any reference 
to contract and relying on consent or legitimate interest as legal bases by having regard 
to the assessment the company is required to make from an accountability perspective”. 

2.2 Constraints and pitfalls of a generalised consent-based approach 

Although, in theory, relying on the data subject’s consent may always appear to be a 
legitimate and defensible choice — especially from the standpoint of the controller’s 
accountability, given that it is unlikely a supervisory authority would challenge the 
decision to base a processing operation on properly obtained consent30 — its suitability as 

 
28 Art 43, Directive (EU) 2015/849 of the European Parliament and of the Council of 20 May 2015 on the prevention of 
the use of the financial system for the purposes of money laundering or terrorist financing, amending Regulation (EU) 
No 648/2012 of the European Parliament and of the Council, and repealing Directive 2005/60/EC and Commission 
Directive 2006/70/EC (Fourth Anti-Money Laundering Directive). 
29 Garante per la protezione dei dati personali, Judgment no 114 of 11 April 2023, doc web no 9874702.   
30 Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Restricted Committee Deliberation No SAN‑2022‑019 
of 17 October 2022 concerning Clearview AI’ (restricted committee, 17 October 2022).  
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the primary legal basis for training artificial intelligence models demands a careful 
assessment, grounded in the strict conditions governing its validity31. 

First and foremost, consent must be freely given — i.e., it must result from a genuinely 
voluntary choice, not compromised by contractual, technical, or psychological pressure, 
whether explicit or implicit. In this sense, data controllers should therefore leave each 
data subject free to accept or decline the possibility of using their data to train AI models, 
with no adverse consequences for them. From this perspective, any form of coercion — 
such as making access to a service or some of its functionalities conditional on the 
provision of consent for additional purposes (e.g., AI model training) — would make the 
consent invalid, as it deprives the data subject of the ability to make an autonomous and 
free decision32. 

Furthermore, consent must be specific, meaning that it must be distinctly granted for 
each individual and specific purpose of the data processing activity33. A blanket or generic 
authorization — such as a consent merely referring to a vague and undifferentiated 
purpose like “AI model training” — would be insufficient and would make the consent 
collected invalid34. Accordingly, in cases where data processing pursues multiple and 
heterogeneous purposes (e.g., the same AI model is used to pursue different purposes that 
require the consent of the data subject), it is therefore necessary to obtain separate and 
unambiguous consent for each of these purposes. This may ultimately result in the need 
to collect a significant number of consents from data subjects. Also, if one endorses the 
view that the development phase of an AI system constitutes an independent processing 
activity, pursuing an autonomous purpose (i.e., the very purpose of training the model), 
distinct from the purposes guiding the entire process of developing and implementing the 
model35, the data controller would then be required not only to collect as many consents 
as there are purposes pursued through the use of AI models but, for each of them, to 
further distinguish between consent for the “development” phase (training) and consent 
for the “dissemination” phase of the model used. 

For consent to be free and specific, it must also be “informed.” Providing detailed 
information about the processing that the data controller intends to carry out is a key 

 
Garante per la protezione dei dati personali, Decision of 9 March 2022, doc web no 9751323. 
31 Article 4(11) of Regulation (EU) 2016/679. 
32 European Data Protection Board (EDPB), ‘Guidelines 05/2020 on Consent under Regulation 2016/679’, adopted 4 May 
2020, para 67; European Data Protection Board (EDPB), ‘Opinion 08/2024 on Valid Consent in the Context of Consent or 
Pay Models Implemented by Large Online Platforms’ adopted 17 April 2024, para 115. 
33 EDPB Guidelines 05/2020 on consent under Regulation 2016/679 adopted on 4 May 2020, para 55.  
34 Garante per la protezione dei dati personali, Decision of 23 February 2023, doc web no 9870014. 
35 European Data Protection Board (EDPB), ‘Report of the Work Undertaken by the ChatGPT Taskforce’, adopted 23 May 
2024, para 14. 
European Data Protection Board (EDPB), Opinion 28/2024 on Certain Data Protection Aspects Related to the Processing 
of Personal Data in the Context of AI Models, adopted 17 December 2024, para. 18 stating “[...] for the purpose of this 
Opinion, the EDPB refers to the “development phase” and to the “deployment phase”. The development of an AI model 
covers all stages before any deployment of the AI model, and includes, inter alia, code development, collection of 
training personal data, pre-processing of training personal data, and training. The deployment of an AI model covers 
all stages relating to the use of an AI model and may include any operations conducted after the development phase”. 
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element for the validity of consent; if the data controller does not provide adequate 
information, the user’s control becomes illusory and consent does not constitute a valid 
basis for processing36. Indeed, unlike other legal bases, if the information is missing or not 
sufficiently detailed, the entire processing would be unlawful, not merely vitiated by a 
procedural defect37. In this sense, consent obtained through a generic reference to “AI 
model training” purposes, not supported by clear and analytical information about the 
concrete methods of data processing and the actual purposes pursued, would certainly 
not be considered valid. 

Finally, consent must be capable of being withdrawn at any time without detriment to 
the data subject. Although it is true that withdrawal does not have retroactive effect, in 
the sense that data processing carried out prior to withdrawal remains lawful38, it is 
equally true that, once this right has been exercised, the data controller must cease all 
further processing based on that legal basis and erase the data, unless another legal 
ground justifies their retention (e.g. compliance with a legal obligation or archiving for 
public interest purposes)39. In these terms, for an AI model to be considered effectively 
anonymized, it must be reasonably excluded, using all possible measures, that any 
personal data (including probabilistic data) relating to identifiable individuals can be 
extracted or returned as a result of queries to the model; this risk should be assessed 
taking into account all means that the controller or another person could reasonably use 
including the risk of (re)use or inadvertent disclosure of the model itself40. However, once 
personal data has been included in training datasets and has contributed to the calibration 
of model parameters, its removal does not always undo the effects already produced, 
since even when data is deleted retrospectively, the model may continue to reproduce 
inferences derived from it, thus compromising the principle of effective erasure following 
withdrawal41. The safest mitigation measure would therefore be to update the training 
data sets by excluding the data of subjects who have withdrawn their consent and 
retraining the model from scratch accordingly. However, such a process is likely to become 
computationally expensive and technically overly burdensome for the controller. In most 
cases, the model would indeed require time and exposure to new volumes of data 

 
36 EDPB Guidelines 05/2020 on consent under Regulation 2016/679 adopted on 4 May 2020, para 62. 
37 Luca Bolognini and Enrico Pelino, Codice della disciplina privacy (2ª edizione, Giuffrè 2024) 96. 
Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Deliberation No SAN‑2019‑001 of 21 January 2019’. 
38 Article 7(3) of Regulation (EU) 2016/679. 
39 Luca Bolognini and Enrico Pelino, Codice della disciplina privacy (2ª edizione, Giuffrè 2024) 147. 
Court of Justice of the European Union (Grand Chamber), Google Spain SL and Google Inc v Agencia Española de 
Protección de Datos (AEPD) and Mario Costeja González, Case C‑131/12, ECLI:EU:C:2014:317 (13 May 2014). 
40 European Data Protection Board (EDPB), ‘Opinion 28/2024 on Certain Data Protection Aspects Related to the 
Processing of Personal Data in the Context of AI Models’ (adopted 17 December 2024) para 43. 
41 Alexandria Ginart, Melody Y Guan, Gregory Valiant and James Zou, ‘Making AI Forget You: Data Deletion in Machine 
Learning’ [2019] ArXiv <https://arxiv.org/abs/1907.05012> accessed 15 September 2025. 
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sufficient to gradually overwrite the previous influence, making effective erasure difficult 
to implement in the immediate term42. 

All of the above illustrates that, in processing operations such as AI model training — 
which, by nature, require large-scale data collection — obtaining valid consent poses a 
significant challenge for controllers. They must constantly strike a delicate balance 
between acquiring valid consent (to avoid enforcement risks) and gathering as many 
consents as possible to train effective AI models (even though the consent rate among 
individuals is typically low43), since without data, such models would remain empty shells, 
more subject to errors and bias. These difficulties become even more acute when personal 
data are not collected directly from the data subjects, but indirectly — e.g., through web 
scraping. In such scenarios, where the controller has no direct interaction with the 
individuals and where, at the time the data were made publicly available, the subjects 
could not reasonably have foreseen their use for AI training purposes44, the controller 
would be required — at the first possible contact — to provide adequate information and 
find a way to obtain valid consent from all data subjects, a task that is often 
impracticable, if not impossible. 

2.3 Could the legitimate interest be an appropriate legal basis for AI model training 
purposes? 

Given the aforementioned concerns surrounding a generalised reliance on consent, it is 
reasonable to question whether and to what extent the legal basis of “legitimate interest” 
may constitute a viable alternative for processing personal data in the context of AI model 
training45. On closer inspection, a similar solution has also been adopted in other European 
regulations, such as the EU Copyright Directive46, where, apart from the extraction of text 
and data for scientific research purposes47, the legislator acknowledges that copyrights 
may be more generally excepted or restricted for the purposes of any text and data 
extraction (and thus AI model training), provided that such content are lawfully accessed 
and “on condition that the use of works and other subject matter [...] has not been 
expressly reserved by their rightholders in an appropriate manner”48. As is clear, the EU 
Copyright Directive thus encourages a system whereby rights holders do not have to give 

 
42 Youyang Qu and others, ‘The Frontier of Data Erasure: Machine Unlearning for Large Language Models’ (2025) 58 
Computer 45. 
43 Marko Saric, ‘Only 9% of Visitors Give GDPR Consent to Be Tracked’ (Marko Saric site, 6 July 2020)  
<https://markosaric.com/gdpr-consent/> accessed 30 July 2025. 
44 Information Commissioner’s Office (ICO), ‘How Do We Ensure Lawfulness in AI?’ <https://ico.org.uk/about-the-
ico/what-we-do/our-work-on-artificial-intelligence/response-to-the-consultation-series-on-generative-ai/the-lawful-
basis-for-web-scraping-to-train-generative-ai-models/> accessed 30 July 2025.  
45 Péter T Kramcsák, ‘Can Legitimate Interest Be an Appropriate Lawful Basis for Processing Artificial Intelligence 
Training Datasets?’ (2023) 48 Computer Law & Security Review 1.  
46 Directive (EU) 2019/790 of the European Parliament and of the Council of 17 April 2019 on copyright and related rights 
in the Digital Single Market and amending Directives 96/9/EC and 2001/29/EC. 
47 Article 3 of Directive (EU) 2019/790. 
48 Article 4 of Directive (EU) 2019/790. 

https://ico.org.uk/about-the-ico/what-we-do/our-work-on-artificial-intelligence/response-to-the-consultation-series-on-generative-ai/the-lawful-basis-for-web-scraping-to-train-generative-ai-models/
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prior consent (i.e., opt-in) in order for their works to be used for text and data mining, 
but retain the right to “reserve” the use of them thus effectively exercising a right of 
opposition (i.e., opt-out). 

From a data protection perspective, the validity of legitimate interest as an appropriate 
legal basis for AI model training purposes was initially addressed by some local supervisory 
authorities. The French Data Protection Authority, for instance, referred to the case of a 
company developing an AI system aimed at evaluating public appreciation of artworks, 
trained on publicly accessible user comments posted on online forums, blogs, and 
websites: in this sense, the collection of such feedback could be deemed necessary for 
model development, particularly given the large data volumes required, and the 
commercial interest in developing and marketing such a system qualifies as a legitimate 
interest49. The Italian Data Protection Authority, as mentioned above, expressly 
acknowledged — within the context of its proceedings against OpenAI50 — the need to 
identify a legal basis either in consent or legitimate interest, thereby formally allowing 
the use of this legal basis. Similarly, the UK Information Commissioner’s Office, when 
addressing AI models training via web scraping, went so far as to declare that: “legitimate 
interests remains the sole available lawful basis for training generative AI models using 
web-scraped personal data based on current practices”51. 

After a period of interpretative uncertainty, the European Data Protection Board 
(EDPB), in responding to a request by the Irish Supervisory Authority52, has now provided 
a more definitive position, clarifying that legitimate interest, under certain 
circumstances, may be invoked as a valid legal basis for AI training purpose53. More 
specifically, the EDPB first reiterated that the GDPR does not establish a hierarchy among 
the legal bases listed in Article 6(1)54; rather, it is up to the controller to determine the 
most appropriate basis, depending on the specific purpose and context of the processing. 
Furthermore, the EDPB went on to state that legitimate interest, as with any data 
processing, can be relied upon only if the so-called “three-part test” is fulfilled: (1) 

 
49 Commission Nationale de l'Informatique et des Libertés (CNIL), ‘Ensuring the Lawfulness of the Data Processing’ 
<https://www.cnil.fr/en/ensuring-lawfulness-data-
processing#:~:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data> accessed 30 
July 2025.  
Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Legal Basis: Can Legitimate Interest Be Used to Develop 
a System?’ <https://www.cnil.fr/fr/base-legale-interet-legitime-developpement-systeme> accessed 30 July 2025.  
50 Garante per la protezione dei dati personali, Judgment no 114 of 11 April 2023, doc web no 9874702. 
51 Information Commissioner’s Office (ICO), ‘The Lawful Basis for Web Scraping to Train Generative AI Models’ 
<https://ico.org.uk/about-the-ico/what-we-do/our-work-on-artificial-intelligence/response-to-the-consultation-
series-on-generative-ai/the-lawful-basis-for-web-scraping-to-train-generative-ai-
models/#:~:text=Legitimate%20interests%20remains%20the%20sole,%2Dpart%20test%2C%20including%20necessity> 
accessed 30 July 2025. 
52 Irish Data Protection Commission (DPC), ‘Request for an Opinion of the European Data Protection Board Pursuant to 
Article 64(2) GDPR’, 6 November 2024 <edpb.europa.eu> accessed 15 September 2025. 
53 European Data Protection Board (EDPB), ‘Opinion 28/2024 on Certain Data Protection Aspects Related to the 
Processing of Personal Data in the Context of AI Models’, adopted 17 December 2024. 
54 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data under Article 6(1)(f) GDPR’, 
Version 1.0, adopted 8 October 2024, para 1. 

https://www.cnil.fr/en/ensuring-lawfulness-data-processing#:%7E:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data
https://www.cnil.fr/en/ensuring-lawfulness-data-processing#:%7E:text=An%20organisation%20that%20wishes%20to,collecting%20or%20reusing%20the%20data
https://www.cnil.fr/fr/base-legale-interet-legitime-developpement-systeme
https://ico.org.uk/about-the-ico/what-we-do/our-work-on-artificial-intelligence/response-to-the-consultation-series-on-generative-ai/the-lawful-basis-for-web-scraping-to-train-generative-ai-models/#:%7E:text=Legitimate%20interests%20remains%20the%20sole,%2Dpart%20test%2C%20including%20necessity
https://ico.org.uk/about-the-ico/what-we-do/our-work-on-artificial-intelligence/response-to-the-consultation-series-on-generative-ai/the-lawful-basis-for-web-scraping-to-train-generative-ai-models/#:%7E:text=Legitimate%20interests%20remains%20the%20sole,%2Dpart%20test%2C%20including%20necessity
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identifying a legitimate interest pursued by the controller or a third party, which must be 
lawful, concrete, and sufficiently specific; (2) demonstrating that the processing is 
necessary to achieve that interest, meaning it is suitable and there are no less intrusive 
alternatives; and (3) ensuring that the data subject’s rights and freedoms do not override 
the interest pursued, through a careful and context-specific balancing exercise55. This 
approach, consistent with the case law of the Court of Justice of the European Union56, 
confirms that while legitimate interest is not universally applicable, it remains a legal 
basis that can also be used for AI model training, provided that appropriate safeguards are 
in place and the assessment resulting from the three-step test is robust and well-
documented. 

The first step in applying the legitimate interest basis is to verify whether the controller 
indeed pursues such an interest. In this respect, reference must be made to the original 
conception of “legitimate interest” as laid out in Article 7(f) of Directive 95/46/EC. To 
qualify as a relevant interest, it must: (i) be lawful, meaning consistent with applicable 
EU and national laws57; (ii) be sufficiently clear and specific to enable a meaningful 
balancing test; and (iii) represent a real and present interest, not a hypothetical or 
speculative one58. While the GDPR59 and CJEU60 have recognised a wide range of interests 
as potentially “legitimate”61, the determination remains inherently contextual and must 
be conducted on a case-by-case basis. However, the EDPB has outlined examples of 
interests that may be considered legitimate in the context of AI development, including: 
(i) building conversational agents to support users in completing tasks; (ii) deploying AI 

 
55 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f)’ 
GDPR, Version 1.0, adopted 8 October 2024, para 6. 
56 Court of Justice of the European Union (CJEU), Meta Platforms Inc v Bundeskartellamt, Case C‑252/21, 
ECLI:EU:C:2023:537, Judgment of 4 July 2023, para 106.  
Court of Justice of the European Union (CJEU), Asociaţia de Proprietari bloc M5A‑ScaraA, Case C‑708/18, 
ECLI:EU:C:2019:1064, Judgment of 11 December 2019, para 40. 
Court of Justice of the European Union (CJEU), Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v 
Rīgas pašvaldības SIA "Rīgas satiksme", Case C‑13/16, ECLI:EU:C:2017:336, Judgment of 4 May 2017, para 28.  
57 Court of Justice of the European Union (CJEU), Koninklijke Nederlandse Lawn Tennisbond, Case C‑621/22, 
ECLI:EU:C:2024:857, Judgment of 4 October 2024, para 49.  
58 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f) 
GDPR’, Version 1.0, adopted 8 October 2024, para 17. 
Article 29 Data Protection Working Party, Opinion 06/2014 on the Notion of Legitimate Interests of the Data Controller 
under Article 7 of Directive 95/46/EC (WP 217, adopted 9 April 2014) 24–25. 
Court of Justice of the European Union (CJEU), Asociaţia de Proprietari bloc M5A-ScaraA, Case C‑708/18, 
ECLI:EU:C:2019:1064, Judgment of 11 December 2019, para 44. 
59 Recital 47 of Regulation (EU) 2016/679. 
60 Court of Justice of the European Union (CJEU), Koninklijke Nederlandse Lawn Tennisbond, Case C‑621/22, 
ECLI:EU:C:2024:857, Judgment of 4 October 2024, para 49, stating: “a commercial interest [...] could constitute a 
legitimate interest, within the meaning of point (f) of the first subparagraph of Article 6(1) of the GDPR, provided 
that it is not contrary to the law. It is, however, for the referring court to assess, on a case-by-case basis, whether 
such an interest exists, taking into account the applicable legal framework and all the circumstances of the case”. 
61 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f) 
GDPR’, Version 1.0, adopted 8 October 2024, paras 21–25. 
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systems to detect fraudulent activities or harmful content; and (iii) improving 
cybersecurity through more effective threat identification mechanisms62. 

Turning to the second prong of the test, it should be clarified that the concept of 
‘necessary for the purposes of the legitimate interests pursued by the controller or by a 
third party’ does not simply encompass what is useful for pursuing those interests. The 
concept of necessity has an autonomous meaning in EU legal framework, which must be 
interpreted in such a way as to fully reflect the aims of data protection law63. According 
to the CJEU, the condition relating to the necessity of the processing should therefore be 
examined in light of the fundamental rights and freedoms of the data subjects, as well as 
in relation to the principle of data minimization64, taking into account both the nature of 
the processing and its potential effects65. In particular, the necessity test should involve 
two critical inquiries: (i) whether the processing is suitable for achieving the intended 
purpose66, and (ii) whether less intrusive means exist to accomplish that same purpose67. 
If there are reasonable, just as effective, but less intrusive alternatives, the processing 
may not be considered to be “necessary”68. In the context of AI models training, this 
requires first assessing whether the same result could be achieved without processing 

 
62 European Data Protection Board (EDPB), ‘Opinion 28/2024 on Certain Data Protection Aspects Related to the 
Processing of Personal Data in the Context of AI Models’, adopted 17 December 2024, para. 69. 
63 Court of Justice of the European Union (CJEU), Huber, Case C‑524/06, ECLI:EU:C:2008:724, Judgment of 16 December 
2008, para 52. 
64 Article 5(1)(c) of Regulation (EU) 2016/679. 
65 Court of Justice of the European Union (CJEU), Meta Platforms Inc v Bundeskartellamt, Case C‑252/21, 
ECLI:EU:C:2023:537, Judgment of 4 July 2023, paras 108–109.  
Court of Justice of the European Union (CJEU), Asociaţia de Proprietari bloc M5A‑ScaraA, Case C‑708/18, 
ECLI:EU:C:2019:1064, Judgment of 11 December 2019, para 48. 
Court of Justice of the European Union (CJEU), Volker und Markus Schecke GbR and Hartmut Eifert v Land Hessen, 
Joined Cases C‑92/09 and C‑93/09, ECLI:EU:C:2010:662, Judgment of 9 November 2010, paras 85–86. 
Court of Justice of the European Union (CJEU), Latvijas Republikas Saeima, Case C‑439/19, ECLI:EU:C:2021:504, 
Judgment of 22 June 2021, paras 98, 109–110 and 113. 
66 Court of Justice of the European Union (CJEU), Heinz Huber v Bundesrepublik Deutschland, Case C‑524/06, 
ECLI:EU:C:2008:724, Judgment of 16 December 2008, para 66.  
Opinion of Advocate General Poiares Maduro, Heinz Huber v Bundesrepublik Deutschland, Case C‑524/06, 
ECLI:EU:C:2008:194, delivered on 3 April 2008, para 16 stating: “the proper test here is one of effectiveness, and it is 
for the national court to apply it. The question it must ask is whether there are other ways of data processing by which 
the immigration authorities could enforce the rules on residence status. If it answers that question in the affirmative, 
the centralised data storage and processing for Union citizens should be declared unlawful. It is not necessary for the 
alternative system to be the most effective or appropriate; it is enough for it to be able to perform adequately. Put 
differently, even if the central register is more effective or convenient or user-friendly than its alternatives (such as 
the decentralised, local registers), the latter are clearly to be preferred if they can be used to indicate the residence 
status of Union citizens”. 
67 Court of Justice of the European Union (CJEU), Peter Puškár, Case C‑73/16, ECLI:EU:C:2017:725, Judgment of 27 
September 2017, para 113 stating: “It is thus for the national court to ascertain whether the establishment of the 
contested list and the inclusion of the names of the data subjects in such a register are suitable for achieving the 
objectives pursued by them and whether there is no other less restrictive means in order to achieve those objectives”. 
68 Court of Justice of the European Union (CJEU), Meta Platforms Inc v Bundeskartellamt, Case C‑252/21, 
ECLI:EU:C:2023:537, Judgment of 4 July 2023, para 108.  
European Data Protection Board (EDPB), ‘Guidelines 2/2019 on the Processing of Personal Data under Article 6(1)(b) 
GDPR in the Context of the Provision of Online Services to Data Subjects’, Version 2.0, adopted 8 October 2019, para 
25. 
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personal data, for example by using synthetic or anonymised datasets. If so, the necessity 
criterion would not be satisfied. 

The third prong — balancing the competing interests of the controller and the data 
subject — is the most nuanced and context-dependent part of the analysis. This step 
involves identifying and describing the various competing rights and interests at stake, 
i.e., on the one hand, the interests, fundamental rights, and freedoms of the data subjects 
and, on the other hand, the interests of the data controller or third parties69. Therefore, 
in order to demonstrate that the legitimate interest constitutes a suitable legal basis for 
the processing activities in question, the specific circumstances of the case should be 
considered70, including the impact of the processing on the data subjects and their 
reasonable expectations.  

As regards impact, in the context of AI development, the rights potentially affected 
primarily include the data subject’s right to informational self-determination and control 
over the use of their personal data. At the same time, the balancing test must also take 
into account any concrete benefits for the data subject: if the processing yields 
demonstrable advantages for the individual — such as enhanced security, improved 
functionality, or greater accessibility — these may weigh in favor of the data controller, 
provided they are substantiated and not speculative. In any case, controllers must always 
evaluate this impact by considering factors such as, the nature of the data processed for 
AI training purposes, the context in which the AI model is developed, and any further 
potential consequences (and their likelihood) arising from such processing. In this regard, 
as a general rule, the more sensitive or private the nature of the data to be processed, 
the more likely it is that the processing of such data will have a negative impact on the 
data subject and the greater the weight that should be given to that impact in the 
balancing71. Similarly, in order to assess the actual context and possible consequences of 
the processing, the controller should duly take into account, among other things, the 
following factors:  the scope of the processing and the amount of personal data to be 
processed (in terms of the overall volume of data, the volume of data per data subject, 
and the number of data subjects involved), the status of the controller in relation to the 
data subject (e.g., an employment relationship is likely to require a different assessment 
than a relationship between a service provider and a customer), whether the personal 
data to be processed are combined with other data sets, the degree of accessibility and/or 
publicity of the data to be processed, and the status of the data subject (e.g., vulnerable 
persons). 

 
69 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f) 
GDPR’, Version 1.0, adopted 8 October 2024, para 32. 
70 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f) 
GDPR’, Version 1.0, adopted 8 October 2024, para 32, also referring to Court of Justice of the European Union (CJEU), 
Meta Platforms Inc v Bundeskartellamt, Case C‑252/21, ECLI:EU:C:2023:537, Judgment of 4 July 2023, para 110. 
71 European Data Protection Board (EDPB), ‘Guidelines 1/2024 on Processing of Personal Data Based on Article 6(1)(f) 
GDPR’, Version 1.0, adopted 8 October 2024, para 41. 



Journal of Law, Market & Innovation 
 

598 

Vol. 4 - Issue 3/2025 

 

On the other hand, reasonable expectations play a key role in assessing the balance 
between the interests at stake, mainly because of the complexity of the technology used 
in AI models and the difficulty people may have in understanding the different ways in 
which an AI model can be used and how their data will be processed72. When determining 
the expectations of data subjects, it should again be borne in mind that these may vary 
depending on the relationship between the controller and the data subjects, or depending 
on whether the data have been provided directly to the controller (e.g., in the context of 
using the service) or whether the controller has obtained them from another source (e.g., 
through third parties or scraping activities). In this regard, where data have been made 
publicly accessible or obtained by the controller through indirect means, such as web 
scraping, the CJUE, dealing with a famous dispute between Google and a Spanish data 
subject over indexing and web scraping73, has pointed out that the commercial interests 
of a company could not generally override the interests of the individual. Specifically, the 
Court upheld the complaint against Google, holding that the individual’s legitimate 
interest “override not only the economic interest of the operator of the search engine 
but also the interest of the general public in finding that information upon a search 
relating to the data subject’s name”74 and ordering it to take the necessary measures to 
remove from its indexes certain personal data concerning said data subject and to prevent 
future access to said data. A few years later, the Court seemed to have provided some 
guidance to the contrary by admitting that, in balancing the interests of all the parties 
involved, “it is possible to take into consideration the fact that the seriousness of the 
infringement of the data subject’s fundamental rights resulting from that processing can 
vary depending on the possibility of accessing the data at issue in public sources”75. In 
other words, the fact that the data are freely accessible to the public, while it may not in 
itself constitute an independent legal basis76, could nevertheless constitute an element 

 
72 Court of Justice of the European Union (CJEU), Meta Platforms Inc v Bundeskartellamt, Case C‑252/21, 
ECLI:EU:C:2023:537, Judgment of 4 July 2023, para 123, stating: “while the CJEU found that ‘product improvement’ 
cannot in principle be ruled out as a legitimate interest, it also found that it is ‘doubtful whether [...] the ‘product 
improvement’ objective, given the scale of that processing and its significant impact on the user, as well as the fact 
that the user cannot reasonably expect those data to be processed [...] may override the interests and fundamental 
rights of such a user, particularly in the case where that user is a child”. 
73 Court of Justice of the European Union (CJEU), Google Spain SL and Google Inc v Agencia Española de Protección de 
Datos (AEPD) and Mario Costeja González, Case C‑131/12, ECLI:EU:C:2014:317, Judgment of 13 May 2014.  
74 Court of Justice of the European Union (CJEU), Google Spain SL and Google Inc v Agencia Española de Protección de 
Datos (AEPD) and Mario Costeja González, Case C‑131/12, ECLI:EU:C:2014:317, Judgment of 13 May 2014, para. 97. 
75 Court of Justice of the European Union (CJEU), Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v 
Rīgas pašvaldības SIA ‘Rīgas satiksme’, Case C‑13/16, ECLI:EU:C:2017:336, Judgment of 4 May 2017, para 32. 
Court of Justice of the European Union (CJEU), Asociación Nacional de Establecimientos Financieros de Crédito and 
Federación de Comercio Electrónico y Marketing Directo v Administración del Estado, Joined Cases C‑468/10 and 
C‑469/10, ECLI:EU:C:2011:777, Judgment of 24 November 2011, para 44, stating: “in relation to the balancing which is 
necessary pursuant to Article  7(f) of Directive 95/46, it is possible to take into consideration the fact that the 
seriousness of the infringement of the data subject’s fundamental rights resulting from that processing can vary 
depending on whether or not the data in question already appear in public sources”. 
76 Garante per la protezione dei dati personali, Decision of 29 May 2003, Doc web no 1589969.  
Article 29 Data Protection Working Party, Opinion 1/2000 on Certain Data Protection Aspects of Electronic Commerce, 
adopted 3 February 2000. 
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on which to carry out a balancing test aimed at assessing whether a legitimate overriding 
interest actually exists. 

That being said, the balancing test should not be viewed as a fixed or binary 
determination, but rather as a dynamic process that may evolve in light of the safeguards 
effectively put in place. In this sense, where an initial outcome of the balancing test 
suggests that the data subjects’ fundamental rights and freedoms outweigh the interests 
pursued by the controller, this does not automatically preclude reliance on “legitimate 
interest” as a lawful basis. In such circumstances, controllers should indeed assess whether 
it is possible to adopt mitigating measures capable of reducing the adverse impact of the 
processing on data subjects and making “legitimate interest” as an appropriate legal basis 
for the controller. By implementing such measures, the controller may be indeed able to 
demonstrate that the risks to the data subjects’ rights and freedoms have been sufficiently 
mitigated, thereby shifting the balance in favor of the controller’s (or third-party’s) 
legitimate interest.  

2.4 Implementing sophisticated mitigation measures: a key condition for making 
legitimate interest a viable legal basis 

What has been illustrated so far shows that reliance on legitimate interest as a legal 
basis for AI training purposes may represent not only a viable alternative to consent, but 
in some cases, a necessary one — especially in light of the potentially stifling effects that 
a consent-only approach could have. While it is true that this legal basis does not entail 
an active self-determination of data subjects, thus limiting their direct control over the 
processing of their personal data and increasing the possibility of an adverse impact on 
them, this shortcoming can be significantly mitigated through the implementation of 
robust mitigation measures. These measures enhance the protection of individuals and 
ensure that the use of legitimate interest remains consistent with the fundamental 
principles provided by the European data protection regulations. However, such 
safeguards should not be mistaken for the baseline obligations that controllers are 
required to fulfil under the GDPR regardless of the legal basis invoked77; rather, they 
represent context-specific additional measures aimed at ensuring that the processing does 
not disproportionately infringe upon the rights and freedoms of data subjects.  

That being clarified, in the context of AI training activities, the following measures play 
a key role in ensuring that the legitimate interests of the data controller or a third party 
prevail: 
I.  Ensuring the quality and reliability of training data. Controllers must ensure that 

datasets are accurate, representative, and free from distortions, as this is critical not 

 
77 European Data Protection Board (EDPB), ‘Opinion 28/2024 on Certain Data Protection Aspects Related to the 
Processing of Personal Data in the Context of AI Models’, adopted 17 December 2024, para. 97. 
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only for model performance, but also for mitigating potential risks to data subjects78. 
To achieve this, robust pre-processing techniques — including data filtering, 
validation, normalisation, and deduplication — should be systematically implemented. 
For instance, if a dataset includes inconsistent terminology, heterogeneous formats, 
or unbalanced representation of relevant categories (such as demographic segments, 
linguistic groups, or behavioural classes), normalisation and rebalancing procedures 
can be applied to prevent the model from internalising distorted correlations79. 
Similarly, validation protocols — including, where appropriate, mandatory human 
review mechanisms80 — can be used to detect and exclude logically inconsistent, 
incomplete, or anomalous data entries before they affect the model’s behaviour. Such 
measures would perform a fundamental legal role in supporting an overriding 
legitimate interest held by the controller, insofar as they contribute to minimising the 
risk of adverse effects on data subjects, such as discriminatory outcomes, damage to 
reputation, or unjustified inferences; indeed, they contribute directly to satisfying 
the balancing condition that underpins the legitimate interest basis, by demonstrating 
that appropriate safeguards are in place to substantially reduce the impact of the 
processing on individuals’ rights and freedoms. Moreover, by enhancing the accuracy, 
fairness, and transparency of the AI system, these practices also help to align the 
processing with the reasonable expectations of data subjects, thereby strengthening 
the need for the controller to rely on legitimate interest, especially in contexts where 
obtaining valid consent is impractical or unfeasible. 

II.  Preventing the misclassification of data as anonymous. Controllers must adopt 
stringent safeguards to avoid the erroneous classification of personal data as 
anonymous81 — a misstep that can lead to unlawful processing and deprive data 
subjects of appropriate protections. To that end, controllers should implement 
rigorous testing and validation protocols aimed at ensuring both that: (i) personal data 
included in the training set cannot be extracted, inferred, or reconstructed using 
means that are reasonably likely to be available, and (ii) the model’s outputs do not 
permit any form of direct or indirect re-identification of individuals. For example, 
controllers may adopt adversarial testing techniques, where simulated inference 
attacks are deployed to determine whether individual data points can be linked back 
to the training corpus. If such tests reveal successful reconstruction, additional 
mitigation measures — such as the application of differential privacy techniques or 
calibrated noise injection — may be necessary to prevent re-identification. Likewise, 

 
78 Information Commissioner’s Office (ICO), ‘Generative AI Third Call for Evidence: Accuracy of Training Data and Model 
Outputs’ (2025) <https://ico.org.uk/about-the-ico/what-we-do/our-work-on-artificial-intelligence/generative-ai-
third-call-for-evidence/accuracy-of-training-data-and-model-outputs> accessed 30 July 2025. 
79 Justin K Miller and Wenjia Tang, ‘Evaluating LLM Metrics Through Real‑World Capabilities’ (13 May 2025). 
80 Mark Johnson and Rose Hoover, ‘The Role of Human Oversight in Responsible AI Systems’ (29 November 2024). 
81 Isabel Barberá, ‘AI Privacy Risks & Mitigations: Large Language Models (LLMs) Support Pool of Experts Programme’ 
(European Data Protection Board (EDPB) 2025) 68. 
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output monitoring tools can be employed to verify that the model does not 
inadvertently reproduce verbatim fragments of the training data, such as rare name 
combinations, telephone numbers, or unique text sequences, which may allow for the 
reverse identification of specific individuals. These measures play a fundamental role 
in demonstrating that the data controller only processes data that is strictly necessary 
for the intended purposes and does so in the least intrusive manner possible, as 
required by the “necessity test” aimed at considering the legitimate interest of the 
controller or third party to be valid.  

III. Avoiding unlawful or excessive data processing. Controllers must proactively curate 
datasets to exclude categories of personal data that involve elevated risks or are 
irrelevant to the specific training purpose pursued. In particular, training datasets 
should not include sensitive data — such as information concerning health status, 
political opinions, religious beliefs, or biometric identifiers — unless their inclusion is 
strictly necessary and supported by an ad hoc legal basis. Moreover, datasets should 
be cleansed of harmful, misleading, or unauthorised content, including hate speech, 
disinformation, or other toxic material, which could not only distort model outputs 
but also amplify systemic risks or social harm. Likewise, unnecessary identifiers — such 
as names, email addresses, phone numbers, and credit card details — should be 
systematically removed, and any content likely to disproportionately affect vulnerable 
individuals or groups should be filtered out82. For instance, if a company seeks to build 
a training dataset using online user reviews in order to develop an AI system that 
assesses customer satisfaction, the pseudonymisation of user-generated content 
immediately upon collection may serve as an additional safeguard. This reduces the 
likelihood that subjective and potentially revealing expressions are traced back to 
identifiable persons, especially where the content discloses emotional states, 
behavioural patterns, or social vulnerabilities. Again, such measures directly reinforce 
the principle of data minimization and play a central role in meeting the necessity 
requirement within the three-step test: by ensuring that only data that is strictly 
relevant, non-excessive, and proportionate is processed, and that identifiers or 
sensitive data are removed, controllers can demonstrate that they have carefully 
limited the scope of processing to what is truly required. 

IV. Enhancing transparency and user awareness. Controllers should go beyond the 
minimum transparency obligations set out under GDPR83 by proactively informing data 
subjects about the nature, origin, and purposes of the processing activities. This is 
particularly important where the processing may involve individuals in vulnerable 
positions — such as children or persons subject to asymmetries of power (e.g., 
employees) — whose ability to understand or foresee how their data is used may be 

 
82 George Feretzakis and others, ‘V.S. Privacy-Preserving Techniques in Generative AI and Large Language Models: A 
Narrative Review’ (2024) 15(11) Information 697. 
83 Articles 13 and 14 of Regulation (EU) 679/2016. 
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limited. To ensure that transparency is not merely formalistic but meaningful and 
effective, controllers should adopt a diversified set of communication strategies 
adapted to the needs and literacy levels of different audiences. These may include 
frequently asked questions (FAQs), “model cards” summarising the purpose, 
architecture, and limitations of AI systems, interactive dashboards, visual and 
narrative explanations, and public-facing disclosures regarding data usage, training 
practices, and model behaviour. From a legal and practical perspective, enhanced 
transparency significantly strengthens the legitimacy of relying on legitimate interest. 
By clearly explaining the purpose, functioning, and safeguards of the processing, it 
helps align the operation with the reasonable expectations of individuals, making it 
more acceptable even in the absence of consent.  

V.  Implementing effective opt-out mechanisms. Controllers should ensure the 
deployment of clear, accessible, and technically enforceable opt-out mechanisms 
enabling data subjects to object, in a practical and effective manner, to the use of 
their personal data for the training of AI systems. These mechanisms should be easily 
reachable — for example, via a dedicated section on the controller’s website84 — and 
must be supported by proactive and intelligible communication strategies. A checkbox 
interface or a preference management dashboard constitutes an effective tool to 
operationalise the exercise of the right to object. For instance, users of an online 
service whose data may be used to develop or refine AI functionalities should be able 
to promptly access a dedicated page allowing them to opt out of such data uses — 
without this choice impacting their access to the service. Crucially, the controller 
must ensure that the objection leads to the effective and timely cessation of any 
further use of the individual’s data for training purposes, including by withdrawing 
the data from subsequent model iterations or, where feasible, excluding it from future 
dataset updates. These procedures should be documented and auditable. Moreover, 
in contexts where data is sourced from publicly accessible online content, controllers 
should design or adopt technical infrastructures capable of recognising and respecting 
opt-out signals upstream, i.e., prior to the collection or ingestion of data. This may 
include the implementation of machine-readable refusal lists, standardised metadata, 
or equivalent protocols that allow individuals to declare in advance that their data 
must not be collected or reused for AI training85. From a legal standpoint, such 
mechanisms are essential to reinforce the legitimacy of relying on legitimate interest 
as a legal basis for processing: they help to re-establish a balance of power between 

 
84 Garante per la protezione dei dati personali, Judgment No 114 of 11 April 2023, Doc web no 9874702. Indeed, the 
Italian Data Protection Authority ordered the company to make: “available, on the Company’s website, at least to users 
who are connected from Italy, an easily accessible tool by which to exercise their right to object to the processing of 
their own data as acquired when using the service for the purpose of training algorithms, where the legal basis chosen 
[...] is the Company’s legitimate interest”. 
85 Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Legal Basis: Legitimate Interest for Developing an AI 
System’ (19 June 2025) <https://www.cnil.fr/fr/base-legale-interet-legitime-developpement-systeme> accessed 30 
July 2025. 
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the controller and the data subject, ensuring that individuals retain meaningful agency 
over their data. Offering realistic and effective means to opt-out from processing, and 
guaranteeing that such objections are fully respected in practice, contribute 
decisively to a favourable outcome in the balancing test. 

VI. Avoiding the unlawful repurposing of personal data. Controllers must avoid vague, 
excessively broad, or open-ended processing purposes — such as generic references to 
“developing and improving AI systems” — which fail to provide sufficient clarity about 
how data will be used and for what specific ends. Instead, the purpose of the 
processing should be clearly defined and technically delimited, taking into account 
the concrete functionality of the AI model, its expected outputs, and the nature of 
the data used. This requirement becomes particularly important in cases where the 
training is outsourced to third-party providers. In such scenarios, controllers must 
ensure that appropriate legal and technical safeguards are in place — including data 
processing agreements, purpose limitation clauses, and contractual prohibitions on 
unauthorised reuse — to prevent the repurposing of personal data beyond the 
originally defined and communicated scope. From a technical perspective, additional 
safeguards can be implemented at the design stage to prevent downstream misuse. 
These may include, for example, the insertion of digital watermarks into model 
outputs, in order to monitor and restrict unauthorised secondary uses, or the 
architectural exclusion of certain functionalities that could enable misleading or 
unlawful applications of the system86. Similarly, contractual restrictions on unethical 
or deceptive uses of the model or dataset — particularly those that data subjects could 
not reasonably foresee — can provide enforceable boundaries that materially limit the 
scope of data reuse. This limits the risk of function creep and reduces the likelihood 
that data subjects will suffer harm or surprise due to unintended uses of their data. 
Moreover, purpose-specific design choices and legal constraints help to maintain 
consistency with the reasonable expectations of individuals, which is essential when 
processing occurs without consent. 

The rigorous adoption of such mitigation measures enables a structured and legally 
robust justification that the balance of interests tips in favour of the data controller - or 
third parties – over the rights of data subjects, thereby legitimising the reliance on this 
legal basis for AI training activities. 

 

 
86 Isabel Barberá, ‘AI Privacy Risks & Mitigations: Large Language Models (LLMs), Support Pool of Experts Programme’ 
(European Data Protection Board (EDPB) 2025) 72. 
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3 Conclusion: development and deployment, two stages of processing with 
a single common purpose 

The analysis conducted above confirms that a data controller, following a successful 
three-step test and the implementation of appropriate mitigation measures, may also rely 
on legitimate interest as a legal basis for training AI models. However, it is important not 
to generalize this possibility: recognizing legitimate interest as an option does not imply 
that it can replace consent by default. For instance, if a data controller intends to develop 
an AI model aimed at improving the sending of profiled marketing communications87 or 
performing facial recognition for commercial purposes88, it would be challenging, even 
with the implementation of several sophisticated mitigation measures, to argue that such 
an interest outweighs the legitimate interests of the data subjects. Allowing a “free-for-
all” approach would indeed risk undermining the core principles established by the EU 
data protection regulations. 

When determining the appropriate legal basis for AI-related data processing, controllers 
should then shift their focus to the ultimate purpose underlying the entire lifecycle of the 
model. Although development and deployment are often treated as separate and distinct 
processing activities89, in practice they are generally bound together by a single 
overarching purpose: it is that purpose which should guide the determination of the most 
suitable legal basis — whether consent or legitimate interest. Indeed, while it is true in 
abstract terms that an AI model may be trained for one purpose and later used for another 
— such as an image recognition system initially developed for commercial applications and 
subsequently repurposed for law enforcement — these cases remain the exception rather 
than the rule. In the overwhelming majority of cases, indeed, anyone who designs and 
trains AI models does so with a clear awareness of such model’s intended use from the 
outset, as this inevitably shapes not only the choice of input data but also the architecture 
and logic of the training process itself90: for example, if the developer intends to deploy 

 
87 Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Deliberation of the Restricted Committee 
No SAN‑2019‑001 of 21 January 2019 pronouncing a financial sanction against Google LLC’. 
88 Commission Nationale de l’Informatique et des Libertés (CNIL), ‘Deliberation of the Restricted Committee 
No SAN‑2022‑019 of 17 October 2022 concerning Clearview AI’.  
Garante per la protezione dei dati personali, Decision of 9 March 2022, doc web no 9751323. 
89 European Data Protection Board (EDPB), ‘Report of the Work Undertaken by the ChatGPT Taskforce’, adopted 23 May 
2024, para 14.  
European Data Protection Board (EDPB), Opinion 28/2024 on Certain Data Protection Aspects Related to the Processing 
of Personal Data in the Context of AI Models, adopted 17 December 2024, para. 18 stating “[...] for the purpose of this 
Opinion, the EDPB refers to the “development phase” and to the “deployment phase”. The development of an AI model 
covers all stages before any deployment of the AI model, and includes, inter alia, code development, collection of 
training personal data, pre-processing of training personal data, and training. The deployment of an AI model covers 
all stages relating to the use of an AI model and may include any operations conducted after the development phase”. 
90 Commission Nationale de l’Informatique et des Libertés (CNIL), ‘How to Deploy Generative AI: CNIL Provides Initial 
Clarifications’ (18 July 2024) <https://www.cnil.fr/en/how-deploy-generative-ai-cnil-provides-initial-clarifications> 
accessed 30 July 2025. 
Information Commissioner’s Office (ICO), ‘Annex A: Fairness in the AI Lifecycle’ (Guidance on AI and Data Protection, 
updated 15 March 2023) <https://ico.org.uk/for-organisations/uk-gdpr-guidance-and-resources/artificial-
intelligence/guidance-on-ai-and-data-protection/annex-a-fairness-in-the-ai-lifecycle/> accessed 30 July 2025. 

https://www.cnil.fr/en/how-deploy-generative-ai-cnil-provides-initial-clarifications
https://ico.org.uk/for-organisations/uk-gdpr-guidance-and-resources/artificial-intelligence/guidance-on-ai-and-data-protection/annex-a-fairness-in-the-ai-lifecycle/
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an AI model to prevent fraud among its users, the model will be trained from the outset 
using data pertinent to achieving that purpose (e.g., country of residence, payment 
methods, etc.), excluding any information that does not contribute to the model’s 
development or improvement for that specific purpose. Conversely, attempting to use the 
same model for unrelated purposes — such as profiling users for marketing communications 
— would be not only practically ineffective, but would in fact require entirely different 
training and data inputs. The above considerations also apply to the so-called general-
purpose AI models (GPAI), defined as AI models “capable of competently performing a 
wide range of distinct tasks regardless of the way the model is placed on the market and 
that can be integrated into a variety of downstream systems or applications”91. In this 
sense, large generative AI models are a typical example for a general-purpose AI model, 
given that they allow for flexible generation of content, such as in the form of text, audio, 
images or video, that can readily accommodate a wide range of distinctive tasks92. 
However, although general-purpose AI models are by their very nature designed to enable 
a multiplicity of downstream uses and applications, both their initial and subsequent 
training are always guided by an overarching purpose. In the case of initial training, this 
purpose lies in the developer’s intention to place on the market — typically for commercial 
ends — a model that is as high-performing as possible and can therefore be used by a broad 
range of subsequent users. Similarly, downstream users who seek to integrate and further 
customize the training of such models will do so with the aim of achieving the specific 
purposes for which they have chosen to use the underlying model (for example, to 
generate content for a marketing campaign). 

Furthermore, treating the development phase and the implementation phase as two 
autonomous purposes, each requiring a distinct legal basis, would entail evident and 
problematic consequences for the exercise of data subjects’ rights. Consider, for example, 
the scenario in which individuals consent to the processing of their data for one phase, 
such as implementation, but refuse or subsequently withdraw their consent (or raise an 
objection) for another, such as training. This would generate a logical impasse whereby 
the controller might be authorized to deploy a model that, paradoxically, it is not 
permitted to develop, or conversely, to train a model that it is not subsequently entitled 
to use. 

Upon closer scrutiny, it is clear that whenever a model is developed, the fundamental 
question that must be asked is: “For what purpose is this model being developed?”. By 
contrast, developing a model without a clearly defined and concrete initial purpose — 
based merely on the abstract intention to “train an AI model” for undefined purposes — 
is inherently at odds with fundamental data protection principles. This interpretation is 
fully in line with the GDPR itself, which, when choosing the most appropriate legal basis, 

 
91 Article 3(63) of Regulation (EU) 2024/1689. 
92 Recital 99 of Regulation (EU) 2024/1689. 
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always focuses on the purposes rather than the various processing stages through which 
the controller pursues those purposes. Indeed, recital 32 makes clear that consent must 
cover all processing activities carried out for the same purpose and that, only where 
multiple purposes are involved, separate and specific consent must be obtained for each. 

Ultimately, when choosing between legitimate interest and consent as the most 
appropriate legal basis for AI model training, one must move beyond the rigid conceptual 
divide between the training and deployment phases, and focus instead from the outset on 
the single overarching purpose for which the model is conceived, developed, trained, 
improved, and ultimately deployed. This purpose — provided it remains consistent 
throughout the entire model’s lifecycle — should be the key criterion for determining the 
most appropriate legal basis. 
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